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Introduction

This paper originated in the form of what were intended to be separate comments on
Nick Redfern’s paper The average shot length as a statistic of film style (henceforth
‘Redfern’ if not othewise qualified) and Barry Salt’s paper Graphs and numbers
(henceforth ‘Salt’). In conducting my own analysis of Lights of New York (henceforth LONY) – a feature of both papers – I hit upon an idea for looking at the
internal pattern of shot lengths (SLs) within films that might be novel and even
useful. If it’s neither others will point this out, but it seemed better to record the
ideas at greater length than would be appropriate to a comment.
Comment, though, provides a foundation for presenting the ideas involved. It will
be obvious to anyone who has read my contribution to this debate, Film statistics:
some observations (henceforth ‘Baxter’), and Redfern’s that we possibly disagree
about what constitutes an outlier in SL distributions – an issue I read as central
to the topic for debate suggested by Yuri Tsivian. Redfern’s paper has the merit
– interestingly rather rare in the cinemetric literature – of actually defining what
an ‘outlier’ is. I disagree with the definition, fairly fundamentally, and Section 2
explains why. It may not convince anyone who holds different views but might, at
least, clarify where the difference lies.
Contrary to what is claimed in Redfern I can discern no serious outliers in either
The Scarlet Empress (particularly) or LONY. There are differences which, from a
statistical view, I’d regard as ‘structural’ and involve tail behaviour, but it’s not
about outliers. This is explored using kernel density estimates (KDEs) at the end
of Section 2.
Salt comments, in passing, on how KDEs are contructed, in his remarks on my
paper, and – as written – his explanation is wrong. I suspect this may be because
words have been entered in the wrong order in his discussion and, if I’m right about
this, I don’t really disagree with what I think is being said. Making these allowances,
it is still technically misleading and a clarification is attempted in Section 3, which
is not central to the main concerns of this paper.
What Salt’s paper also includes is a succinct discussion of the technological
constraints influencing the construction of LONY – as I’d interpret this, ‘action’
shots unconstrained by technology but which tend to be short, and ‘dialog’ shots
that vary in length but are more constrained by technology, and include nearly
all the longer shots1 . It accounts for what I’d describe as the structurally distinct
features of LONY, and also why the use of either the ASL or median as the statistic
for attempting to summarise ‘style’ doesn’t make much sense (as Salt observes).
1 I use the terms ‘action’ and ‘dialog’ because these are how they are categorised in Charles O’Brien’s analysis
of the film, available on the Cinemetrics database.
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This is expanded on in Section 4 where, using Charles O’Brien’s classification of
shots into (mostly) ‘action’ and ‘dialog’, what might be a novel approach to looking at the internal structure of a film is explored. The approach can be adapted
to analyses based solely on SLs, where shot type is not recorded. This is investigsted, mainly using LONY, and ‘works’. In one sense it may not offer much, if
anything, over the use of moving averages (MAs), but refinements of, or alternatives
to MA analysis (and polynomial models) of internal pattern that might be worth
exploration are suggested.
A comparison is effected between The Scarlet Empress, for which shot type information is not recorded, and LONY. Both exhibit distinct and different SL patterns
within the films. It raises questions about what, at this level of comparison, the
median and ASL tell you about ‘style’.
The mathematical/statistical ideas involved are, I would claim, simple. The
mathematics is complex but implementation is not, given modern software. That
is, it is within anyone’s power, given the motivation, to undertake such analyses.
Things have changed computationally, and fundamentally, since Salt’s seminal 1974
paper, [2]. This, the accessibilty of computational power, and essential simplicity
of important statistical ideas (however mathematically complex) is a hobby-horse
of sorts which I’ve permitted myself a short ride on in Section 6.
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Outliers

Redfern’s definition of an ‘outlier’ as greater than Q3 + (IQR × 1.5), where Q3
is the upper quartile and IQR the inter-quartile range of an SL distribution, is
admirably clear but – whatever the software used describes them as – they are not
(necessarily) outliers. The term ‘extreme values’ might be better; this is a relative
concept and the definition is arbitrary. All distributions have ‘extreme’ values. Most
of the software I’m familiar with that identifies extremes via boxplots tend to use
the same default rule, but that doesn’t make it any the less arbitrary, or a sensible
definition of an outlier.
If you look at the spread of SLs using other plots, unaided by the visual cues
supplied by the boxplots in Redfern it’s difficult to identify any point at which
‘extremes’ begin, or discontinuities in the distribution of the kind I think are needed
to assert, with any confidence, that you are dealing with ‘outliers’. The left-hand
plot in Figure 1 illustrates.
To my eye, and with further supporting evidence below, none of the SLs for The
Scarlet Empress are outliers (Redfern claims 39, 10 classed as extreme outliers). I
think much the same about LONY; I might be prepared to argue about the five most
extreme cases, but certainly not the 33, 22 classed as ‘extreme’, stated in Redfern.
Using Redfern’s figures and my terminolgy 10% of the SLs in LONY are classed as
‘extreme’; for The Scarlet Empress the figure is 6.5%. The ratio, 1.5, is sufficiently
large to suggest that the tail behaviour of the two films is rather different. This can
be explored in various ways.
With skewed distributions all the ‘machine interpreted’ boxplots often tell you
is that you are dealing with a skewed distribution. The comparison using boxplots
between The Scarlet Empress and LONY in Redfern does show that, give or take
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Figure 1: The left-hand figure compares the SLs for The Scarlet Empress (SE) and The Lights
of New York. The right-hand figure compares KDEs after log-transformation and scaling to zer
mean and unit variance.

a second or so, SLs are bunched up in the same place, but that tail behaviour
is different. In several papers Redfern (e.g., [1]) has recommended and usefully
exploited the idea of looking at SL data on a log-scale. Try this here. Using R
software there is nothing particularly unusual about The Scarlet Empress. A few
SLs in the right tail for LONY are highlighted in a boxplot, but at no great distance
from other SLs - this is indicative of the fact that log-transformation fails to induce
symmetry, rather than the existence of outliers on the log-scale2 .
Look at the logged data using kernel density estimates (KDEs), another idea
pioneered in the cinemetrics literature by Redfern, and the main obvious difference
is the much thicker tail for LONY, sufficiently ‘lumpy’ that I’d think twice about
using either the median or ASL to summarise the raw SL distribution. As argued
above there is no evidence of outliers – that is, the unusual tail consists of a solid
‘wodge’ of logged SLs rather than isolated cases.
There are various ways to investigate this (structural) difference. Before doing
so it is convenient to address an issue concerning the interpretation of KDEs raised
by Salt.
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Kernel density estimates

Salt’s statement that ‘kernel density estimates [KDEs] are done by putting the
distribution into a very small number of class intervals, so they could be creating
2 If you wanted a formal outlier test, based on a model, assuming log-normality and applying theory for the
normal distribution using log-transformed SL data is a possibility. As Redfern [1] rejects the log-normal model for
most films he’d presumably rule this out so recourse to less formal methods, which is my preference anyway, may
be needed. A reasonable requirement for outlier identication would be an obvious ‘gap’ in the distribution of logged
SLs and neither film exhibits such a gap in the right tail.
In fact, if you apply the methodology of [1] to assessing log-normality (which I think is too stringent in its
requirements, but that’s another story) The Scarlet Empress is not too far from lognormality, at about the 1% level
of significance, and either using normal theory or the actual data no logged SLs exceed Q3 + (IQR × 1.5). That
is, the idea that the film has any outliers, never mind 39, is without support.
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something that is not really there on the finer scale of the actual distributions’ looks
wrong. It’s possible that ‘number of very small class intervals’ was intended, which
makes more sense of the last part of the sentence, but even so is misleading.
Both KDEs and histograms are examples of density estimates and there may be
some confusion between the two in the above. KDEs are analgous to histograms in
many ways, but there are also differences. Histograms are constructed by dividing
the range of the data into classes that are defined both by the width of the class
intervals used (bin-width) and the interval boundaries. KDEs are constructed by associating a ‘bump’ with each data point and adding (the heights of) the bumps. The
width of the bump, the band-width, is analogous to the bin-width in a histogram
and controls the smoothness of the result – too large and you over-smooth, losing
all interesting detail, too small and you under-smooth with a result too ‘bitty’ for
useful interpretation. The choice of interval boundaries can affect the appearance
of a histogram but the analogous problem doesn’t affect KDEs.
Thus, to describe KDE construction in terms of class intervals is confusing. A
‘small number of class intervals’ in terms of a histogram, would imply a large binwidth, analogous to a large band-width in a KDE, leading to over-smoothing rather
than the detection of fine detail ‘not really there’ that Salt suggests. If ‘number
of very small class intervals’ was intended, this would imply a small bin-width
in histogram terms, analogous to a small band-width for a KDE. Allowing this
interpretation, Salt’s point about detecting fine detail ‘not really there’ is a fair
one3 .
Baxter describes the identification of ‘lumpiness’ as ‘subjective’, and I certainly
wouldn’t go to the stake defending Foreign Correspondent, singled out by Salt for
comment. The film is not name-checked in the text of Baxter, but occurs in the same
figure as two other films noted as being at the margins of what might be considered
‘lumpy’. The main point I wanted to make was that there are a reasonable minority
of films around with sufficiently complex SL distributions that you ought to think
twice about using either the median or ASL as a summary statistic.
How you perceive complexity in an SL distribution seems to me to be quite
an interesting issue. Salt uses histograms of the raw SL data. Personally, I find
these difficult to interpret because the dominant impression is nearly always of
the bunching to the left, and the usually long, thin and bitty tail can be hard to
interpret. Working with logged data gets round some of these problems and is a
natural way for a statistician to think of looking at the data. It places you at
one remove from the original data of interest, you need to decide if the statistical
features you think you see are ‘real’ and then, most importantly, you need to decide
if such statistical features have any useful substantive interpretation. I don’t think
any of this is necessarily straightforward.
3 Automatic

band-width selection rules exist that try and avoid problems of over- or under-smoothing and several
are available in R. My preference is to use these as a starting point and then subjectively reduce (usually) the bandwidth a little to highlight any detail the initial choice suggests. This kind of ‘subjective’ determination can be
sanctioned, if you need sanction, on the basis that you can always ‘mentally’ further smooth an under-smoothed
KDE whereas you can’t do much with an over-smoothed KDE.
As I’ve used the term, ‘lumpy’ is deliberately rather loosely defined. I think it could be made more rigorous in
terms of the properties of the second derivatives of a KDE. If you judge that you are dealing with an audience that
‘might be just able to cope with the notion of the arithmetic mean of a collection of numbers’ this is possibly not
a useful way to go; in any case, a final judgement about ‘lumpiness’ would still be subjective.
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Internal structure

Having read Redfern, and before seeing Salt, I’d decided that there were ‘structural’
differences, statistically indicated, between LONY and The Scarlet Empress, having
nothing to do with outliers, most obviously evident in tail behaviour, and for which
a comparison in terms of the median or ASL wasn’t that helpful. What follows is
a brief account of the investigations this led to.
Charles O’Brien’s record of LONY on the Cinemetrics database classifies eight
shots as ‘titles’ which will be ignored henceforth; of the remaining 329, 56% are
classified as ‘dialog’ and the other 44% as ‘action’. All but one of the SLs greater
than about 16s are dialogue by which time you have a tail of about 40. As recorded
by O’Brien, the median and ASL are (3.7, 4.7) for action shots and (6.9, 13.9) for
dialogue. If it makes sense to talk this way, dialogue is cut more slowly than action,
and also more slowly than The Scarlet Empress for which, however, the SLs have
not been disaggregated.
I doubt if this does make sense, in that action and dialogue are intermingled,
so you shouldn’t talk about the two types of shot being ‘cut’ separately. It would
make sense if all the dialogue occurred before the action (or vice-versa), clearly a
silly idea, or more sensibly if dialogue tended to be blocked, separately from action.
It’s fun to see if this is any kind of approximation.
Code dialogue shots as 0, action shots as 1, and treat this as a numeric variable4 .
Plot shot code (0-1) against either sequence number or cut point (as here) and some
sort of pattern appears but it’s messy. Apply a moving average (MA) to the 0-1
data, playing around with the number of shots averaged (21 were used for the plots
here), and a quite interesting pattern begins to emerge. It can be further simplified
by applying a non-parametric smoother to the MAs; a ‘loess smooth’ was used and
the left-hand plot of Figure ?? results.
The ideas involved here, which are simple in principle, are discussed in Section 6;
but concentrate on the figure for a moment. I’d read it as suggesting that dialogue
is punctuated by action, mostly of increasing intensity, at about 10 minute intervals
throughout the film. Action features as peaks, dialogue as troughs.
The idea of applying a moving average to data dichotomized in this way may
be novel in a cinemetric context. MAs applied to SL data are implemented in the
Cinemetric software and are a common form of ‘smoother’; the idea of ‘doublesmoothing’ using a different ‘smoother’ may also be novel. You could use the MA
without smoothing, or skip the MA and go straight to the use of an alternative
smoother. What’s illustrated in the figure seemed to work well, but more experience
is needed to see if any one approach generally works ‘best’ (probably not).
To apply the above needs knowledge of shot types, which should be dichotomous.
Lacking such knowledge the idea can be applied by dichotomizing SLs according to
whether they are greater than or less than some value. I did this using the median
SL to dichotomize (with shots less than the median coded 1) with the result shown
in the right-hand plot of Figure ??. While broadly similar to the left-hand plot
there are also differences, most evident in the first third of the film. The ‘action
4 The coding can be arbitrary, so long as it is numeric. As done here it’s a common technique in statistics for
quantifying dichotomous qualitative variables, the terms dummy or indicator variable often being used.
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Figure 2: For LONY, in the left-hand figure SLs are coded 1 for an ‘action’ shot and 0 for a ‘dialog’
shot; in the right hand plot the coding is 1 for an SL below the median and 0 if above. Both figures
are obtained by applying a moving average to the 0-1 data followed by a second, ‘loess’ smooth of
the moving averages. Details are in the text. The idea is that peaks should correspond to clusters
of ‘action’ of short SL, troughs to clusters of ‘dialog’ or long SLs.

peak’ furthest to the left in the ‘action intensity plot’ is not reflected in the ‘SL
intensity plot’ because, I think, the mix of ‘long’ and ‘short’ SLs for both action
and dialogue differs from other parts of the film. You get a similar result to the
right-hand plot by applying a loess smoother directly to the SLs, transformed by
subtracting them from the median5 .
To the extent that the two figures tell a similar story it will be because the dichotomy into action and dialogue corresponds strongly to differences in SLs. If I
understand Salt correctly, some correspondence is expected for technological reasons. Work on other films where similar technological contraints don’t apply would
be needed to make any sort of generalisation about the relative merits of the smoothing approaches.
Figure 3 shows two plots, obtained after some experimentation, with The Scarlet
Empress, for which shot type information wasn’t available. That, to the right,
based on smoothing the MA to the left looks, to my eye, rather nice. There is
a reasonably systematic pattern of peaks and troughs in the smoothed MA, the
degree of smoothing for the loess smoother, used at the second stage, was chosen
to suggest the ‘double-peaking’ within some of the main peaks that was suggested
by the original MA to the left.
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Discussion

Baxter suggested that both the prevalence and effect of outliers, on ASL calculations, had been greatly exaggerated in some sections of the cinemetric literature.
It was also suggested that there was confusion about the distinction between an
5 This transformation is just a device to get the short SLs, which are often action, appearing as peaks if they
tend to cluster.
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Figure 3: The left-hand figure is a plot of moving averages for the SLs of The Scarlet Empress,
further smoothed with a ‘loess’ smoother in the right-hand figure. See the text for details.

outlier and what might naturally be expected in a skewed distribution with a long
right tail, of which the lognormal is a special case. Section 2 elaborates a little.
Nothing in Redfern alters my views about this; in fact The Scarlet Empress, where
I can discern no outliers, demonstrates perfectly where the confusion lies. I don’t
see how you can claim there are 39 outliers in an SL distribution which, even by
the strict standards of [1], comes reasonably close to lognormality.
There clearly are differences in the structure of the SL distributions for LONY
and The Scarlet Empress, and a comparison of the medians and ASLs is one indication of this. Simple graphical analyses, among which I would include the use
of KDEs, shows what some of these differences are, and outliers have nothing to
do with it. Section 3 provides a little more technical detail about KDEs than was
given in Baxter.
Section 4 arose out of an exploration of how the two films differed. ASLs and
medians seem to me to be useful for getting some overview of ‘patterns’ in comparisons involving a large body of films. The general decline in ASLs over the last 60
years or so seems frequently to be commented on. For comparisons involving small
numbers of films I wonder how informative ASL and median calculations really are.
Comparisons based on smoothing the ‘internal’ SL distributions (i.e. taking SL
sequence into account) are an alternative way of comparing distributions. Fitting
polynomials or moving averages to the data, implemented in the Cinemetrics software, allows this, but it’s possible that some of the ideas suggested in Section 4
which develop these methods may be novel in a cinemetric contex and potentially
useful, so it seemed worth airing them; if they’re not useful, no harm is done.
The intention was simply to illustrate possibilities. I’m emphatically not trying
to ‘sell’ any specific approach; far more experience than I have would be needed to
assess whether any particular method of analysis was preferable, and I doubt if any
would be uniformly better. Dichotomizing shot type data, if you have it, and then
applying ‘standard’ smoothing techniques looks as if it might be worth pursuing.
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It’s easy enough to apply the same ideas to dichotomized SL data; whether
this has much to offer over applying smoothing methods directly to untransformed
SL data is questionable. I can (probably) think of hypothetical situations where
dichotomization has advantages, but am not sure if they are realistic. For the,
very few, films where I’ve done detailed comparisons the dichotomization approach
illustrated here, smoothed moving averages, and direct loess smoothing tend to give
broadly similar pictures with some of the differences that occur arising, I suspect,
for algorithmic reasons.
The idea of double-smoothing an intial MA smooth using another method seemed
intially attractive. The MA smooth can be used to suggest the stucture, if any, in the
data, and the second smooth renders this more clearly in what, in the examples I’ve
looked at, may be a more comprehensible and aesthetically pleasing form. Whether
the suggested structure is ‘real’ is a separate issue.
One danger is over-simplification; some may prefer the original MA smooth
in Figure 3 to the doubly-smoothed version, for example. The other issue is
whether double-smoothing complicates things too much; why not apply an alternative smoother to MA directly to the SL data? Figure 3 was chosen for presentation
because I judged the doubly-smoothed plot there to be more satisfactory than direct
application of a loess smoother but, once again, more experience would be needed
to see if the approaches differ much in practice.
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Summary - ideas and implementation

I can empathise with Salt’s comments about the level of statistical literacy to be
expected from an intended audience but, in the 2010s as opposed to 1970s, think
that the computational power now available allows a different perception of the
communication problem.
The complexity of a statistical method can be classified in at least three dimensions, conceptual, mathematical and computational. A lot of methods that are
undeniably mathematically complex and not easy to program for a computer, are
conceptually simple and easily implemented with modern software. Leaving aside
fear of anything that looks remotely mathematical the common view that statistics is a ‘complex’ subject arises partly because of a confounding of the different
dimensions of complexity.
You can leave the mathematics and programming to the specialists and get on
with the job of understanding the ideas and, if you wish, implementing them using
your own data with free ‘state-of-the-art’ statistical software, widely supported by
web-based resources pitched at all levels of expertise.
If you’re reading an electronic version of this, using a laptop for example, you are
comfortable with using the product of a technology, possibly not dreamed of when
you were born, and possibly with limited knowledge of the technology that you use
and take for granted every day of your life (cars, TV, etc. have a longer pedigree
but you can use them effectively without having the faintest idea about how they
are constructed).
You can think of a lot of statistical methods like this; you can use them without
needing any deep knowledge of the underpinning mathematics, so long as you can
8

get them to work. An awareness of the constraints on use of any method is needed;
but then, if you drive (and you once needed to learn the rules), you know which
side of the road to drive on, understand traffic signs, recognise when conditions may
make driving dangerous, and so on.
The idea of the median is simple; its the middle number in a set of numbers
ordered from smallest to largest. Salt may be right in suggesting that given pencil,
paper and a set of numbers many people couldn’t calculate a median, but they don’t
need to as its a computational issue that others have resolved for them. Given R
software (free); a set of SLs for a film that you’ve managed to enter into R that you’ve
called film; then typing in the directive median(film) will return the median. You
are even spared from having to learn that the median for a set of data is the average
of the two middle numbers if there are an even number of SLs. Typing mean(film)
will give you the ASL.
Starting with simple graphical methods, stripchart(film) produces plots like
those to the left of Figure 1, boxplot(film) boxplots like those in Redfern. For a
histogram use hist(film). If it’s too ‘blocky’, say you’ve only got about 10 class
intervals and think about 30 would be better, hist(film, 30) is all you need, and
you play with the number of intervals until you like what you see.
If you want to look at the data on a log-scale start with hist(log(film)) and
take it from there. Would it look better as a KDE?
The directive6 plot(density(log(film))) will produce a default KDE that
gives you information on the bandwidth used, 0.2195 say. To produce a plot with
less smoothing using a smaller bandwidth, 0.18 say, plot(density(log(film), bw
= .18)) will do it.
Does the KDE look normal (i.e. are the untransformed SLs lognormal)? If
you follow Redfern [1] (but not, I think, Salt) and use a hypothesis test of normality to make this judgment, several are available. A little googling, or asking
a friend, might lead you to the Shapiro-Wilk test of normality implemented as
shapiro.test(log(film))7 .
With smoothing methods all that’s going on is that you are trying to fit a curve
through the data, a plot of SL against cut-point, in an attempt to see if there is any
underlying, possibly irregular, structure, concealed by the volatility in fluctuations
of successive SL values. This can be done in a lot of ways – too many, really –
none of which are ‘best’. The loess smoother has a reputation as a reasonably good
all-purpose smoother.
Roughly it works as follows. For an SL at a given cut-point define a neigbourhood of cut-points; replace the observed SL with a value representative of the
neighbourhood; ‘join up the dots’ to get the smoothed curve. The way in which the
representative value is calculated is, mathematically, rather complicated. Think of
6 I’m

aware that this is beginning to look like a threateningly long portmanteau word of the kind constructed
in some languages such as German. I’d usually break it up by defining something like lf as log(film), dlf as
density(lf), and then just plot(dlf) which is less intimidating.
7 This is an example of a statistic that looks complicated. Mathematically it is, and its use with large samples was
hampered for a long time because of computational limitations. Conceptually it can (cutting corners) be thought
of as a measure of how close observed numbers are to those you ought to get if the data are normal. The measure
is converted to a p-value and if this is ‘too small’, conventionally less than 0.05 is often adopted, you conclude your
data aren’t normal. You don’t need to know any of the theory that underlies this; you would need to know a bit
about p-values.
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it as a sort of average that places more importance on values closer to the central
SL while also downweighting the effect of extreme SLs (it is robust). You can,
though, forget about the mathematical detail and just see how the method works.
The important thing to understand is that the degree of smoothing is determined
by the size of neighbourhood and is controlled by the argument span in the code to
follow.
In R set up two data structures (columns of data) containing the SLs and cutpoints, called SL and cut. For the analyses to follow, with LONY, the SL will be
subtracted from the median so that blocks of faster cutting correspond to peaks,
but this isn’t essential, The right-hand plot in Figure 4 is obtained, in essence8 ,
from the following code.
scatter.smooth(cut, (median(SL) - SL), span = 2/3)
The argument span = 2/3 controls the degree of smoothing. It isn’t strictly necessary here since 2/3 is the default; using span = 1/15 produces the left-hand plot in
the figure. Something similar to the right-hand plot in Figure ?? is obtained using
a value of 1/9.
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Figure 4: For LONY, loess smooths based on the SL subtracted from the median are shown for
‘spans’ of 1/15 to the left and 2/3 to the right.

These are actually quite interesting, which wasn’t the original intention – I’d
hoped that the two plots in the figure would just illustrate the dangers of over-and
under-smoothing, but they can be usefully interpreted. The right-hand plot, in
particular, suggests very clearly the general trend in ‘pacing’ of the film – relatively
slow for 20 minutes or so, an upping of pace over about 10 minutes and then
relatively fast for about twenty minutes before easing off a bit at the end. The finer
8 I must confess to simplifying this to get the main idea across. The default plot includes the data points which
determine the scale of the plot, and make fluctuations in the fitted curve hard to see. You need to restrict the
scale of the vertical axis using the ylim argument, deciding on limits after a first look at the data, and the type
argument suppresses printing of the data points. Axis labels can also be added easily, but this is not shown.

scatter.smooth(cut, (median(SL) - SL), span = 2/3, type = "n", ylim = c(-2,1))
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detail about this broad trend is suggested by the other choices of span. That of 1/9,
does a reasonably good job of reproducing the action/dialogue pattern suggested
in the left-hand plot of Figure ??. It is deficient in showing the finer pattern in
the first half of the film, but this seems to be remedied using a span of 1/15 where,
however, some of what is happening in the second half of the film is lost because
of the extra detail shown. The message is that you need to look at more than one
smooth in order to make a (subjective) judgment about what might make sense in
terms of the structure underlying a film, and structure can exist at different scales,
so more that one smooth may make sense.
Apart from trying to suggest what a loess smooth does, without going into
the mathematics, the intention of the above is to suggest that statistical methods
aren’t, in terms of what the idea of what they try to do, necessarily complex, and
implementation is often ‘straightforward’.
If I can descend into anecdote, in the early 1990s it occurred to me that KDEs
would be useful for looking at some (archaeological) data I was exploring. I could
see the potential, but the literature on the subject was mostly mathematically
demanding (I’m not an especially good mathematician) and convenient software
didn’t exist (and I’m a terrible programmer). Fortunately I had a mathematically
able colleague with exceptional programming skills who took an interest. We worked
on it over a longish period and eventually published several papers on applications
to archaeological data – among the first of their kind in that literature, though
applications are now common.
My colleague moved on to other things, but by that stage accessible software
was available, and I could do things under my own steam. If starting from the same
position now I could probably be up-and-running in a day. For the analyses in this
paper it took about five minutes to download the data for LONY and The Scarlet
Empress from the Cinemetrics database into EXCEL and import it into R, and then
about the same time to conduct the initial analyses that form the basis of Figure 1.
Preparing figures to publication standard is the time-consuming bit.
I said that implementation was ‘straightforward’ in inverted commas, because
you will have noticed that R is not menu-driven, and this puts a lot of people off.
To use it you need to learn the language but, initially at least, it’s more like learning
a few convenient words and phrases when you travel abroad than learning to decline
irregular verbs. You pick up what you need, or want, to know as you go along.
My somewhat undirected reading on the subject has led me to suspect that the
sapient film scholar is expected to be familiar with deep thought in the realms
of structuralism, semiotics, psychoanalysis, Marxism, feminism, auteurism, neoformalism, hermeneutics and so on. Appreciating that the idea behind KDEs, for
example, is about ‘adding-up’ a series of bumps, or that some smoothing methods
amount to ‘joining-up dots’, the definition of which the user can control, seems
comparatively undemanding.
Some influential thinkers – I’ve seen SLAB (Saussure, Lacan, Althusser, Barthes)
referred to, as well as Bazin, Bergson, Deleuze, Eco, Foucault, Metz, Peirce ad infinitum – inconveniently write in languages that may not be one’s own. As things
get lost in translation, I presume film scholars often learn the languages necessary
not to miss out on the subtleties of thought of their preferred thinkers. Such hypo11

thetical paragons of scholastic virtue could knock-off the ‘language’ needed to work
with R before breakfast.
Of course, you can usefully engage with quantitative methods and apply them
to your data, if you believe in ‘data’ and have any, without adopting a theoretical
perspective. Such perspectives can, in fact be unhelpful, since they can dissuade
adherents from thinking in quantitative terms or (less honourably) provide them
with an excuse for not engaging with something that frightens them. I speak from
long experience of working with archaeologists whose own subject is beset with
theoretical concerns. A lot of useful work is done by those who don’t trouble themselves with ‘theory’ too much, and a lot don’t necessarily have a strong ‘scientific’
background.
Readers can decide how many of the last few paragraphs are tongue-in-cheek.
Decimation, once you’re told what it means, isn’t as bad as many people think it
is; neither is statistical analysis.
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