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Introduction

Section 2 of this paper provides, in summary form, a review of some of the different
graphical methods of time-series analysis that might be used to investigate the internal
shot length (SL) structure of films. Section 3 looks at how such methods have been, or
might, be used. The concluding Section 4 includes brief comment on how the methods of
this paper relate to those where the temporal ordering of SLs is ignored.
Given the question posed by Yuri Tsivian,‘What Do Lines Tell?’, the focus is on methods where time-series structure is represented by ‘lines’ that have to be both chosen and
interpreted. A more detailed overview of some of the methodologies examined here, and
others, is provided in Chapters 7 and 8 of Baxter (2012a).
Salt (1974) discusses sequential patterning in SLs very briefly. There is a slightly
lengthier discussion, based around the use of autocorrelation coefficients, in The Numbers
Speak in Salt (2006, pp.395-397). In the same article, what Salt calls the ‘expressive
variation in cutting rate’ is discussed in connection with The Adventures of Robin Hood
(1938), which references similar analyses of The Iron Horse (1924), Liebelei (1933) and
Letter from an Unknown Woman (1938) in Film Style and Technology (pages 196, 384 and
393 in the third edition – Salt, 2009). The discussions are verbal, as Salt (2010a) observes
in his equivalent graphical analyses of Ride Lonesome (1959) and Darby O’Gill and the
Little People (1959). The only use of a time-series graph in either of Salt’s books, and in a
different context, is Salt (2009, p.378) which shows the mean ASL year-by-year variation
in US feature films from 1930. It is a nice example of how effective quite simple time-series
plots can be in conveying useful information contained in a large and complex body of
data.
This comparative ‘neglect’, relative to what can be found on ‘external’ properties of
SLs – the ASL or median SL as a summary statistic, lognormality of SL distributions etc.
– is characteristic of what I’ve seen of the wider cinemetric literature (referring specifically
to the statistical analysis of temporal pattern). What is available is scattered. In my
second contribution to the first round of this ‘Conversation’ (Baxter 2012b) I suggested
‘double-smoothing’ as a possible way of looking at internal SL structure, thinking it might
be novel. This notion was immediately dispelled when my attention was drawn to a paper
by Salt (2010a) on the Cinemetrics website, who exploits an identical idea . Nick Redfern’s
website1 and work by James Cutting and his colleagues are the main source of ideas and
applications I’m aware of.
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The Cinemetrics website makes moving average (MA) and polynomial smoothing (under the name ‘trendline’) available for investigating temporal patterning of SLs. Applications of these methods don’t necessarily surface in accessible publications. Salt’s (2010a)
idea was to use a second MA to further smooth an initial MA, whereas Baxter (2012b)
suggested using loess smoothing at the second stage2 .
Since loess smoothing may be unfamiliar a little time is taken to explain and illustrate
the ideas involved in Section 2. It provides a flexible class of smoothers that, for practical
purposes, can provide results very similar to those obtained using MA and polynomial
smoothing, without some of the constraints of these methods. Though mathematically
more complex than its competitors, the idea involved is simple enough, and the availability
of modern, open-source, statistical software such as R frees the user from the need to worry
about algorithmic details. Baxter (2012a) gives computational details for all the methods
used in this paper.
The emphasis in Section 2 is on non-parametric smoothing techniques, particularly loess
smoothing. Section 3 presents a number of applications, at various levels of complexity,
with some sketching speculative ideas, to illustrate what has been or might be done with
smoothing methodology. The ideas that underlie polynomial smoothing, a parametric
technique, are needed to appreciate why loess smoothing is a flexible method, and are used
in some of the applications; a brief, more technical, discussion of polynomial smoothing is
provided in the Appendix.
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Smoothing methods

2.1

Main ideas

To set the scene, Figure 1 shows a plot of the SLs against cut-points for The Scarlet Empress
(1934) with two virtually indistinguishable smooths superimposed, one a moving average
and the other a loess smooth. The plot is arranged, as in the Cinemetrics software, for
peaks to correspond to what Yuri Tsivian calls a ‘climax’, that might otherwise be thought
of as concentrations of shorter SLs. Valleys, by contrast, are associated with longer SLs,
not necessarily large concentrations of them. A general point to note is that the scale
of the plot is determined by the size of the largest SL, so that the smoothed lines are
rather compressed and can be difficult to read. It is obviously advisable to look at the raw
data before doing anything with it but, once done, data exploration is eased if these are
temporarily ignored in comparing the results of different approaches to smoothing. From
‘uninterpreted’ plots like Figure 1 (i.e. without the added smooths) it is usually possible
to get an idea of any underlying structure, but the data are ‘noisy’ and it isn’t always easy;
hence the value of smoothing methods.
A general idea behind several such methods is as follows. Take each shot in turn
and define a region of which it is the ‘centre’; use the shots in the region to determine a
2

I now think that second stage smoothing is not needed, since a single loess smooth should be adequate
for investigating the kind of internal structure that might be of interest.
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Figure 1: A plot of SLs against cut-points for The Scarlet Empress with superimposed
moving average and loess smooths. See the text for details of the latter.
‘representative’ SL for the region; join up these values to get a smooth curve. Depending
on the technique, the region can be defined as either having an equal number of shots
either side of the centre, or as including all shots at some distance from the centre with
possibly unequal numbers either side.
The region is variously called a window or neighbourhood, its size obviously affecting the
degree of smoothing. Moving averages (MAs) are simplest to describe. A initial window
with a fixed number of shots is chosen; the moving average (MA) is calculated as the mean
of the associated SLs; and the window is shifted along, one shot at a time. In Figure 1 an
MA(21) smooth is shown – a moving average with a window size of 21.
The MA values can be plotted against either the cut-point or their sequence number.
The former is used in the Cinemetrics software; Salt (2010a) illustrates the latter. Menudriven statistical software may restrict the choice here; R, the software used in this paper,
allows total control. The choice shouldn’t matter too much as the number of peaks and
valleys will be the same and in the same relative positions, but with varying compression/dilation.
Choice of window size apart, double-smoothing, in which a second MA is applied to
the values generated by the first is an option. This is illustrated in Salt (2010a) and with
R code in Section 7.4 of Baxter (2012a). Aesthetic considerations apart, double-smoothing
can also aid interpretation in ridding the original line of irritating and distracting bumps.
Loess smoothing is mathematically more complex, though implemetation is as easy
in R as using MAs. The main difference is that more choices are available, and some
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understanding of how these differ is needed to make an informed use of them. The region,
or neighbourhood, size determines the level of smoothing, and is controlled by the span
argument in the loess function of R. My experience with SL data, to date, is that span =
1/9 will often produce results suitable as a starting point for exploration.
MA smoothing amounts to calculating regional ASLs; mathematically this is equivalent
to fitting a straight line through the points in a region, with a slope of zero, and estimating
the representative point at the centre of the region from the straight-line fit. In loess
smoothing, as implemented in R, fitting either a constant (degree = 0), straight line with
non-zero slope (degree = 1), or a quadratic line (degree = 2), through the regional data is
possible. The degree = 0 fit is much the same as an MA fit, which can thus be treated as a
special case of loess smoothing, with the degree = 1 or 2 options offering greater flexibility.
All these models can be fitted using either ‘standard’ regression theory or a robust method
that downweights the effect of outlying points within a region. This is discussed further in
the Appendix.
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Figure 2: Loess smooths for The Scarlet Empress for raw and log-transformed SL data.
The left-hand panel of Figure 2, for The Scarlet Empress with a span of 1/9, shows
some examples using the raw SL data. In R the type of fit, standard or robust, is controlled by the family argument, with family = "g" corresponding to a standard fit and
"s" replacing "g" for a robust fit. Similarly, degree = 1 as an argument to the loess
function produces a localised linear fit, with 2 rather than 1 producing a quadratic fit.
The notation Loess(span, family, degree) is used to annotate the figures so that, for
example, Loess(1/9, g, 2) in Figure 1 refers to a standard quadratic fit with span 1/9.
The plot is rather ‘messy’ (and colour is needed) but it can be seen that the quadratic
smooths show broadly similar patterns. The robust version can be expected to lie above
the standard fit as it will, if anything, downweight the effect of longer SLs leaving shorter
ones untouched. The standard quadratic fit is the least constrained of those shown and
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can be expected to ‘track’ the data more closely, particularly with respect to the longer
SLs. This it does, though not slavishly so, showing more detail and emphasising valleys
more, with differences in the region of 30 and 65 minutes being most noticeable.
The robust linear smooth is the least tolerant of any ‘volatility’ in the data and to my
eye is unsatisfactory, particularly between about 25 and 55 minutes. The standard linear
smooth produces a reasonably rhythmic pattern that is not unpleasing, but can also be
captured by increasing the span of the standard quadratic fit (see Figure 6). After an
initial examination any of these fits can, of course, be ‘tweaked’ to obtain what the analyst
regards as a satisfactory representation.

2.2

Data transformation

The potential complexity of interpretation has been raised without, so far, considering
the possibility of data transformation, which I will interpret here as embracing what are
sometimes called ‘robust’ methods. The range of SLs in The Scarlet Empress is 63.0
seconds, and the ratio of maximum to minimum SL is a bit over 200. These numbers
can be somewhat larger for other films. The data are strictly positive, with a skewed
distribution, and differ by what are called orders of magnitude. Faced with data that look
like this the first thought of many applied statisticians would be to transform the data
logarithmically. Do this, and the range of the transformed data becomes 5.4, so that all
the numbers are ‘within sight’ of each other. A consequence of the transformation is to
downweight the difference between the largest and smallest values, without eliminating
differences. One reason for transforming data logarithmically is that, for data with the
properties described, problems associated with graphical display can be eased somewhat
and some methods of statistical inference – if you wish to use them – may be more validly
applied3 .
The right-hand panel of Figure 2 shows the effect of log-transformation on the loess
fits used in the left-hand panel. The situation is simplified somewhat. The quadratic fits
are almost indistinguishable from each other, and the linear fits are equally difficult to
separate. In effect the log-transformation is removing the need to consider ‘robust’ fitting
methods. The linear fits show a very similar pattern to that for the robust linear fit to
the untransformed data, with the same arguably unsatisfactory lack of variation showing
in the central part of the film.

2.3

‘Robust’ smoothing

SLs can enter into the analysis in two ways, both as the basis for the fitted smooths and
in the use of cut-points as plotting positions, where the difference between cut-points is a
shot length. It is possible to present the use of logarithms as a ‘robust’ methodology in
3

It should be emphasised, since the issues have been confused, that transforming the data logarithmically does not imply that one is, or believes one is, transforming to normality. That is, there is no
requirement for SL distributions to be lognormal for log-transformation to be useful for graphical analysis.
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that they will downweight the effect of extremes, but differences between shots are retained
and it is always possible to recover the raw data from the transformed data.
A more thorough-going ‘robust’ approach is to use a rank transformation of SLs, plotting a smoothed fit based on the ranks against sequence order rather than cut-point time.
This eliminates information about absolute differences in SLs, since their values cannot be
recovered from their rank order or sequence number. This is the approach adopted in Redfern (2011), where MA smooths are used4 . I’d intended to illustrate the differences rank
transformation produces compared to other analyses but they are almost indistinguishable
from those obtained after log-transformation, at least for The Scarlet Empress.
This may be generally the case. If the rank-transformed data are plotted against the
log-transformed values the plot is linear over much of the range, the only departures from
linearity being at either end of the plot, with relatively few of the larger (logged)-SLs
departing from linearity. This leads to the expectation that smooths of the two different
transforms will lead to similar results, given the dominant linearity, the fact that small
values will, individually, have little effect on the smooth, and that the larger values on the
logged scale are both relatively few and not especially extreme. There will doubtless be exceptions to this, but if largely true there is no particular reason to use rank-transformation
if only a graphical representation is needed.
Redfern (2012a) has explored an even more thoroughgoing robust methodology, under
the rubric of ‘order structure matrix plot’. This is not the kind of smoothing method,
resulting in a ‘line’ that summarises temporal structure, of concern in this paper, but a
critical evaluation, with the offer of a simpler and more flexible implementation, is provided
in Baxter (2012a).

3

Applications

3.1
3.1.1

Previous work
Descriptive analysis

An analysis by Redfern, on his website, of Top Hat (1935) using MA smoothing after rank
transformation, is reproduced and emulated in Baxter (2012a), where associated R code is
provided. The essential simplicity of the method, if only a graphical smooth is required, is
disguised in some publications (e.g., Redfern, 2011) by its association with ‘running MannWhitney Z statistics’. These are only relevant if the application requires ‘significant’ peaks
and valleys to be identified, and are not needed if an ‘holistic’ appreciation of structure is
sought.
Log-transformation as an alternative to using raw SL or rank-transformed data seems
to have been little used in time-series analyses of SL data, though it is an obvious device to
use in investigating the log-normality of SL distributions (e.g., Redfern, 2012b), a separate
issue. I will hazard the suggestion that for practical purposes log- and rank-transformation
4

See Baxter (2012a) for more detailed comment on, and further references to Redfern’s methodology.
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will often produce very similar results. Where radical differences can be found it may be
that the reasons for the difference are more interesting than any structure suggested.
Tsivian (2005) (see also http://www.cinemetrics.lv/tsivian.php) contrasts the cutting
patterns in the different stories of Intolerance using low-degree (up to order 7) polynomial
smooths. Other forms of smooth should reveal similar patterns, though I have not investigated this. The film is used in Chapter 2 of Baxter (2012a) to illustrate the idea of colour
coding shots by type – the story in which a shot occurs – with overlaid smooths. Examples
are not readily found5 ; Hauske (http://www.cinemetrics.lv/hauske.php) is an exception,
his study of editing dynamics in early Ozu films including several examples where colour
coding is used to distinguish between pictorial shots and intertitles.
Salt (2010a) uses singly- and doubly-smoothed MAs, illustrating their application using Ride Lonesome (1959) and Darby O’Gill and the Little People (1959). The results
of doubly-smoothed MAs are contrasted, favourably, with polynomial smoothing, where
rather high-order polynomials are needed to capture (potential) variation at the level of
scenes.
That statistical smoothing methods can capture known (or assumed) structure in a film
is a comfort to the statistician rather than film ‘analyst’. If they can’t the question ‘Why
bother?’ immediately springs to mind. In a slightly different form the question ‘Why
smooth?’ also occurs. Salt’s analysis, where it goes beyond demonstrating technique,
requires prior knowledge of the scene structure to show that smoothing ‘works’. Similarly,
Redfern’s (2012a) interpretation of order structure matrix plots depends on prior knowledge
of the editing structure of the films involved. That is, the time-series analysis is a useful
descriptive device for presenting pattern, quantitatively, that has previously been discerned
‘qualitatively’.
There is nothing wrong with this, but the more interesting challenge for statistical
methodology may be to show that it can reveal previously unsuspected, or non-obvious
structure of interest, or help answer questions about the existence or otherwise of particular
kinds of structure. Tsivian’s (2005) analysis is interesting in starting from knowledge
that Intolerance consists of four separate stories and then using statistical analysis to
demonstrate marked differences and similarities in their editing structure that invite nonstatistical explanations.
3.1.2

Investigating ‘act structure’ in films

The problem of detecting act structure in films is an example of what I’d regard as analysis
that goes beyond the descriptive. It operates at various levels. Salt (2010b), for example,
states
I don’t believe that film scripts are actually constructed in terms of ‘Acts’. I think most film’s script-writers
don’t believe in ‘Act’ divisions either’.

He cites Kirstin Thompson as someone who does believe in ‘Acts’, and Cutting et al. (2011)
is geared towards a statistical investigation of Thompson’s (1999) thesis, based on detailed
5
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analysis of narratives, that many films have a structure based on four acts of equal length.
The methodology of Adams et al. (2005), based on what they call a ‘tempo’ fuction of
which SLs are a component, assumes a three act structure and, despite the mathematical
complexity, is limited to ways of detecting, with an indication of the uncertainty involved,
the location of the assumed act boundaries.
The work of Cutting et al. is more ambitious in seeking to detect a commonality of
structure across a large body of films using statistical methods. Though not quite presented
in this way, it might be thought of as looking for a common pattern of smoothing in SL
patterns, data being transformed to remove differences in the length of film and scale of
SL values, that seeks to identify changes in SL structure occurring at about a quarter, half
way, and three-quarters of the way through films.
Their application is, regrettably, flawed. Their methodology, in effect, imposes on
the data the hypothetical structure – four acts of equal length – it is intended to be
investigating. This was suggested by Barry Salt and, to their credit, Cutting et al. (2012)
revisit and revise the original analysis and the initially positive conclusions about the
existence of four-act structure.
This does not ‘disprove’ assertions about four-act structure; it simply means that such
assertions, based on detailed analysis of narratives, have yet to be demonstrated as manifest
in what Cutting et al. term the ‘physical’ properties of films such as SLs. Should the
question be worth revisiting, a simple-minded statistical thought is that it ought not to
proceed from an hypothesis that presumes a dominant act structure.
Another approach would be to start with a body of films that do, according to some
consensus, have a common act structure (as in Adams et al., 2005), but then investigate
this using methodology that does not presume the truth of the consensus6 . I think this
would assume that films have ‘narrative structure’, involving a division into ‘acts’ possibly
detectable in terms of the behaviour of SL patterns around act boundaries. The statistician
only gets involved, if at all, at the detection stage.
This kind of application might be viewed as an example of the investigation of ‘deep
structure’ in films. By this I mean the identification of interpretable pattern across a body
of films. By ‘structure’ I mean only that pattern of some sort exists that can be identified
and/or characterised using statistical methods, rather than any of the other baggage that
the term ‘structure’ can carry. This following presents some analyses to illustrate the kind
of thing I have in mind.

3.2

ASLs over time

To begin by making a simple idea seem more complicated, the progression of ASLs over
time can be presented in the framework of statistical modelling. Polynomial smoothing
is discussed in the Appendix; a polynomial of degree zero is given by y = β0 ; and the
estimate of the constant, βˆ0 , is just the ASL for a film. Plot this against date for a large
6
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should be capable of identifying structure not in conformity with the hypothesis.
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body of films with dates well-separated in time, and you get a picture that shows that
ASLs have been declining over the last 50-60 years or so, possibly the most widely known
uncontentious application of statistical methodology to cinemetric data.
You don’t need any of the above machinery to do this, but it generalizes. A statistical
model with interpretable parameters is fitted to a body of data, and plots based on the
estimated prameters have something useful to say about the development of film over time,
the reasons for which are then open to non-statistical interpretation. The next example
raises the level of complexity.

3.3

Cutting rates in films

Salt (2010a) comments that his
belief had been that the cutting rate nearly always speeded up over the whole length of most ordinary
commercial American features, and that any rare exceptions to this would be failures at the box office.
However, I also believed that in art films (usually called independent films nowadays) and also in foreign
films, the cutting rate very frequently slowed down over the course of the film

a statement prompted by his discovery of a number of 1959 American feature films contradicting the first belief.
O’Brien (2005, p.91) comments, in effecting comparisons between the ASLs of French
and American films from the 1930s using Salt’s data for the latter, that Salt’s ASL calculations had been based on the first 30 minutes of a film, assuming this was ‘sufficiently
indicative of a film’s overall editing style’. Recognition that this may not be the case has
led to the practice being largely abandoned, but O’Brien retains it for comparative purposes. He notes that in fact there are, in his sample, ‘surprising’ differences between ASLs
for the first 30 minutes of a film and the remainder, citing examples of major differences
in both increased and reduced values of the ASL.
This suggests that there is an interest in the broad pattern (trend) of variation in
cutting rates within films, and one general way of investigating this is to fit low-order
polynomial models to the data, the simplest of practical interest being the linear model
(first-order polynomial). The slope of the fitted line provides an indication of the broad
change in cutting rate across a film – perhaps a little more sophisticated that comparing
ASLs for separate ‘halves’ of a film.
This was done using 134 of the 150 films studied in Cutting et al. (2010) available on
the Cinemetrics database7 . Estimating the slopes for each film (using a linear regression
of SL against cut-point) and plotting against date showed nothing of interest. Plotting
against the genre categories used in Cutting et al. is more interesting, as the stripchart
(or ‘dotplot’) to the left of Figure 3 shows8 .
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Films with zero and negative SL values, the latter presumably recording errors, were excluded as, for
other purposes, I have used the data after logarithmic transformation which can’t be applied to zeroes.
See, also, Redfern (2012b, c).
8
I’ve adopted the genre classifications as given, but think that genre classification is not always straightforward. How, for example, should humourous adventure films be classified?
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Figure 3: To the left, t-statistics for testing the linear ‘trend’ in ASL values for 134 films,
plotted against genre type. Dashed lines indicate 95% confidence limits, films within them
not differing significantly, at the 5% level, from a ‘flat’ (i.e. non-existent) trend. AC =
Action; AD = Adventure; AN = Animation; CO = Comedy; DR = Drama. To the right,
loess (3/4, s, 2) smooths for 26 action films (1935-2005).
The slope values have been converted to t-statistics so that their ‘significance’ can be
assessed. Films to the right of the solid vertical line are those where there is the suggestion
that cutting rates are slower at the end than at the beginning of a film, the opposite being
true for films to the left. Films outside the limits provided by the dashed vertical lines
are those where the departure from an even cutting-rate across the film is ‘statistically
significant’ at the 5% level. Salt (2009, p. 249) has expressed the view that ‘differences in
quantities have to be well above 10% to be significant for style considerations’. If 10% is
adopted as a criterion for ‘stylistic significance’, the estimated change in ASL between the
beginning and end of a film, expressed as a percentage of the ASL, is 10% or more for 76%
of the films in the sample, and 20% or more for 60% of them (A Night at the Opera, with
a change of 125%, ‘wins’).
The broad picture is that action, adventure and animation films tend to show either
an increase in cutting rate, or none at all. This is particularly true for action films, where
a majority show a significant increase in cutting-rate, with adventure films, two of which
suggest a significant decrease in cutting-rate, a partial exception to the generalization.
Comedy and, particularly, drama films show more variation, accounting for a majority of
those films where a decrease in cutting-rate, significant or otherwise, is suggested.
This conclusion is simplistic. The term ‘statistically significant’ is placed in inverted
commas because the significance levels used are only valid if a linear model is appropriate for
the data. A little data exploration, even if one is not familiar with the films, indicates that
linearity can’t be generally assumed, even as a model for very broad trends in the cutting10

rate. This is illustrated to the right of Figure 3, for the 26 action films in the sample. Loess
smooths have been used. The span of 3/4 ensures a high degree of smoothing; the choice
of robust quadratic local fitting (s, 2) downweights the effect of extreme SLs without
imposing too much of a linear fit on the data9 .
Two (presumably untypical) action films with comparatively large SLs are highlighted,
to make the point that linear trends should not be readily assumed. Fitting first-order
polynomials (i.e. straight line fits) to Exodus (1960) and Blood on the Sun (1940) would
suggest, if taken at face value, that for the former a ‘flat’ trend is a reasonable assumption,
and is only rejected at the 5% level (i.e. not 1%), for the latter. If one thinks to go beyond
linearity, the cubic term in a cubic polynomial fit is significant for both films, though only
just, at the 5% level, for Exodus.
Other films show similar departures but their generally smaller SLs (they are mainly
later films) means they are compressed on the plot. Removing Exodus and Blood on the
Sun from the analysis, rescaling the y-axis and using arbitrary colour-coding, Figure 4 is
the result.
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Figure 4: Loess (3/4, s, 2) smooths for 24 action films (1935-2005). This is as the righthand plot in Figure 3, omitting the two films highlighted there, and with rescaled axes and
arbitrary colouring to aid differentiation between films.
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Applying the 10% criterion for changes to have ‘stylistic significance’ is trickier here. The difference
between the maximum and minimum localised ASLs depends on the particular smooth used, and the
maximum fitted value can be lower than the ASL if a robust fitting procedure is used. For the smooth
used here, and for any sensible measure of variation based on the maximum and minimum, over 90% of
the films show ‘significant’ variation. As the span is increased, and if localised linear fitting is used, the
figure approaches the 76% obtained with a simple linear regression fit.
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The upper group, with the smaller values is composed mostly of films from 1980 on with
ASLs between about 3 and 4. The other films, with larger ASLs, are mostly 1975 and
earlier. The patterns are variable, some almost flat and many obviously not, some almost
linear with a non-zero slope and others clearly non-linear. The actual differences between
maximum and minimum ‘regional’ ASLs, as reflected in the smooths, range from close to
zero to over 3 seconds.
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Figure 5: R2 values for fitted polynomials of different degrees to smoothed SLs derived from
loess (3/4, s, 2) smooths.
To pursue this a little further and make some sense of the patterns, the question of
whether or not films can be classified in terms of the complexity of the broad temporal
patterns in them arises. One idea is to base any classification on smoothed rather than raw
SLs, using the rather ‘heavy’ smooths shown in the figure. This kind of idea is illustrated
in Figure 5.
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The fitted values for each of the 134 loess (3/4, s, 2) smooths have been modelled using
polynomials from linear to quartic (simple to complex structure)10 . As a ‘measure’ of the
level of complexity of structure the R2 goodness of fit statistic has been used with, very arbitrarily, values greater than 80% (0.8) taken as indicative of an adequate fit. For example,
with this criterion, the lower-right plot suggests that six films exhibit greater structural
complexity than the rest, requiring at least a quintic model to adequately summarise their
pattern11 . The upper-left plot suggests that comparatively few films in this sample, less
than 10%, are well described by a (strict) linear trend. Glancing at the numbers of films
to the left and right of the vertical line separating ‘good’ from ‘bad’ fits suggests, very
tentatively, that action films tend to have simpler structure, and drama more complexity,
than other genres12 .
Apart from the arbitrary use of R2 = 80% as a measure of structural complexity, results
in any specific analysis will obviously depend heavily on the degree of smoothing chosen.
This issue is discussed more explicitly in the next example. I don’t know whether this kind
of analysis holds any great interest for ‘cinemetricians’, but it has implications for other
kinds of analysis that have attracted interest. Cutting et al. (2010) have used more formal
time-series models to argue, among other things, that there is an evolving pattern in the
way shots of similar lengths cluster within a film and that the shot-duration patterns of
popular film might increasingly be like those that our minds may naturally generate (Smith
et al. 2012, p.119). Redfern (2012c), in his re-analysis of the data, and unlike Cutting
et al. (2010), removes a linear trend from the data. This is a fairly standard practice
in time-series modelling, as the existence of trends can invalidate the assumptions that
underpin such exercises. The results above imply that consideration could be given to the
removal of trends more complex than linear.

3.4

Degrees of smoothing

In principle, ideas of the kind touched on in the previous section can be applied whatever
the degree of smoothing. Figure 6, for the The Scarlet Empress, is a peg on which to hang
brief discussion of some of the issues involved in the choice of degree of smoothing.
The most smoothed fit, using standard rather than robust localised regression fits, has
a difference of over 2 seconds between its maximum and minimum values and over 1 second
between the reasonably flat peak at about 60 minutes and the end of the film. The same
is true using a robust fit, as in the previous section. The ASL for the film is 9.9 seconds.
10

This can be done without the initial loess smooths, but the ‘noisy’ nature of the unsmoothed SLs
means that useful simplification is harder to achieve.
11
The films, from smallest to largest R2 are The Time Machine (1960), The Night of the Hunter (1955),
The Magnificent Seven (1960), Hitch (2005), Madagascar (2005) and Home Alone (1990). It might be
worth noting that The Night of the Hunter has an SL distribution reasonably approximated by the lognormal distribution, as does Madagascar if two SLs of 1 deci-second are ignored (Baxter, 2012a, Section 6.4.5).
That is, there is no relationship between the simplicity of the ‘external’ SL structure, and complexity of
internal SL structure.
12
The genres are not equally well-represented in the years across which the sample is spread; drama
being biased towards earlier, and action towards later, years.
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Scarlet Empress − different loess smooths
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Figure 6: Different degrees of loess smoothing for The Scarlet Empress.
Non-lineraity would be emphasised more if the scale of the y-axis was dictated by the
minimum and maximum of this particular fit, rather than that of the others shown. That
is, perceptions, and judgments, about the degree and importance of temporal variation,
will be affected by the choice of scale, unless an ‘objective’ criterion is established for what
constitutes important variation. The differences cited exceed 10% of the ASL if this is to
be used as a criterion of ‘stylistic significance’.
When looking at competing smooths for a film my initial instinct is to aim for something like the middle smooth. This impulse is an aesthetic one but underpinned by the
feeling that such nice patterns, if you can find them, have to mean something. What this
‘something’ might be is not the province of the statistician to comment on, except that it
would be difficult to credit any argument that such patterns are ‘random’.
The Scarlet Empress may not be typical, having a somewhat more pleasing aspect than
other films I have chanced to look at. How this might be investigated statistically is not
obvious. What might be involved is a direct comparison of smoothed patterns, requiring an
appropriate choice of smoothing in the first place. Some such choice is needed; undersmooth
enough to the extent that the original SL pattern emerges and each film is unique. Baxter
(2012a, Section 8.3.4) suggested funtional data analysis as a possibility, but the idea has
yet to be pursued.
The most extreme under-smooth shown in Figure 6 is not unpleasing. One effect
seems to be to break up some of the previously detected peaks into subsets of localised
peaks and valleys. The statistical problem, as I’m choosing to interpret it, is the ‘coldblooded’ comparison of numerically expressed patterns, without regard for content which
14

is a separate exercise. From this standpoint it is the extra detail introduced as smoothing
is reduced that causes complications.
The general idea is to characterise the temporal pattern of SLs in a film in a way that
can be exploited statistically to compare pairs, and ultimately bodies, of films. A rather
‘brutalistic’ implementation of this involves an approach whereby the characterisation of
a film is reduced to a single number. The use of the ASL (or median) as a summary
statistic is a limiting form of this approach, where temporal information is removed entirely.
Summarising a film in terms of the slope of a linear fit of SL against cut-point, or of the
order of a polynomial needed to adequately model a smoothed fit, introduces temporal
information at different levels of complexity (smoothing). The use of autoregression indices
in Cutting et al. (2010) and Redfern (2012c) to describe ‘clustering’ patterns of SLs within
films is in the same spirit13 .
The term ‘brutalistic’ is not used pejoratively – it is sensible to start with comparatively
straightforward methods based, in most of the examples just cited, on a high degree of
smoothing. Trying to summarise pattern in data with only a moderate degree of smoothing,
or none at all, is more demanding, and what Cutting et al. (2010) attempt in their study
of temporal variation in films and changing patterns in such variation over the period 19352005. Whether, and how, it is possible to go beyond comparison using single summary
measures is, I think, where the challenge lies.

4

Discussion

What lines tell you – to address the issue that is supposed to be the focus of this paper –
depends on what questions you ask of them or what you are prepared to listen to. They
don’t exist until the analyst calls them into being, and are mute until asked to speak.
Much of the use to which smoothed plots (lines) have been put, which, by definition,
sacrifice some of the information contained in the individual SLs, might be categorised as
descriptive. It is, for example, useful to know that smoothing methods can reflect scene
structure, and be used to illustrate phenomenon such as variation in ASLs between scenes
(Salt, 2010a), but prior knowledge of scene structure is needed to exploit this.
A framework for thinking about what lines can tell you is that their generation and
interrogation amounts to a choice of scales, or degrees of smoothing, as prisms through
which to view different kinds of pattern in data. The prisms may be used as tools for
representing known qualities of a film, or films, or – and as I think more interestingly –
for the purposes of discovery. This can be discovery about the characteristics of individual
films, or shared characteristics (or differences) across a body of films, the latter being the
more challenging.
My research interests, as a statistician, predispose me to think of this as pattern recognition that can be directed or undirected. The latter can be thought of as exploratory data
analysis, where methods are used to investigate the possible existence of pattern in a film,
13

The interpretation of these indices is questionable, but a separate paper would be needed to explain
why.
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or body of films, without too many prior conceptions about what might exist. The results
of such findings can result in later, more directed analysis. For instance, I began some of
the analysis previously described in a rather undirected way, simply to get some ‘feel’ for
what happened at different scales of smoothing, using arbitrarily selected films.
It is fairly obvious that, even with moderate smoothing, and where some kind of pattern
is evident, there is considerable variation. Higher degrees of smoothing are more amenable
to simplification in terms of looking for commonalities of pattern, and I’ve noted that the
calculation of ASLs can be interpreted as an extreme form of smoothing where all temporal
information is lost. A slightly more complex analysis allows for linear trends in the data,
and there is evidence of some interest in this in the cinemetric literature. A more directed
and systematic investigation led to the left-hand panel in Figure 3, which is suggestive
of differences between genres, but it is also obvious from the right-hand panel that the
assumption of linearity is unwarranted in many cases.
This prompted the investigations leading to Figures 4 and 5. This can be viewed mainly
as methodological exploration, but there are substantive implications. One is that the
assumption of a linear trend in SLs throughout a film is mostly not justified, which in turn
has implications for the application of more complex time-series modelling to cinemetric
data, where trend removal may be desirable (e.g., Cutting et al., 2010; Redfern, 2012c).
There is also the very tentative suggestion that different genres show some variation in
the complexity of the underlying trends that characterise them. This might merit more
systematic investigation; if statistical analysis was to confirm the reality of such a pattern,
it then invites explanation in non-statistical terms – possibly the main purpose of using
pattern seeking methodologies.
The above recapitulation of earlier sections is intended to make explicit how initially
purely exploratory analysis can lead to more systematic and directed analyses, which may,
in turn, suggest aspects of structure that invite further exploration. As noted, I followed
my statistical instincts in pursuing the above analyses, prompted by an interest in some
of the methodological problems involved. I am not competent to judge if the analyses
have much substantive cinemetric interest, but the point I want to emphasise – that there
is a ‘symbiotic’ relation between directed and undirected pattern seeking activity – is
independent of the particular application here.
It is fairly common in the statistical literature to distinguish between ‘exploratory’ and
‘confirmatory’ data analysis, the latter of which might be thought of in terms of ‘directed’
pattern seeking. It is, though, also often thought of as involving rigorous hypothesis
testing, of the kind associated with the way statistical ideas were developed in the first
half of the twentieth century14 . It is just a thought, but I suspect that what might be called
‘hypotheses’, in a cinemetric context and other areas of the ‘humanities’, might be better
termed as ‘ideas’ not readily formulated as hypotheses capable of being tested within the
framework of classical hypothesis testing theory.
14

I happen to think that this is one of the most important intellectual developments, possibly unsung,
of this period. The power of the ideas involved, though, has a seductive quality that has led to their
(mis)appropriation in areas where the conditions for their proper exploitation don’t always apply.

16

Yuri Tsivian’s introductory essay to this ‘conversation’ is intriguing in this respect. As
I understand it, various ‘theories’ or ideas about dramatic structure have been proposed,
some by people who actually made films (such as Vertov). If valid, this leads one to
expect that structure would be manifest at an appropriate scale of smoothing. Tsivian
investigates this, quite explicitly, for a film of Vertov, with ambivalent results. This could
be viewed as an example where an ‘hypothesis’ is being investigated via a direct pattern
seeking methodology, but ‘hypothesis’ is to be understood loosely, rather than in the more
precise sense used in stern statistical theory.
Attempts to identify ‘act structure’ in film, via statistical methods, can be viewed in
this light. You begin with an idea that is difficult to formulate in precise statistical terms.
The use of directed pattern seeking methods to see if the idea holds up has not, as yet and
as I think, yielded much but this does not invalidate the attempt. Statistically, it seems
to me to be a difficult problem.
The Scarlet Empress has been used as an example here to illustrate aspects of smoothing
methodology, and chosen because I rather liked the ‘aesthetic’ aspects of some of the results.
Coincidentally, I’d been reading Josef von Sternberg’s Fun in a Chinese Laundry at the
time I did the analysis. Given what he claims about the control he exercised over some of
the films he directed in the 1930s and his artistic intentions, it occurs to me that it might
be interesting to see if others of his films exhibit a similar apparent ‘control’ over the
patterns exhibited, and whether this differs at all from films made by directors of similar
status working in Hollywood at the same time. More generally, can editing structure, as
evidenced by SL patterns, distinguish between, for example, films where there is fairly
tight directorial control, and those where there is not?
The words ‘inductive’ and ‘deductive’ are sometimes used as labels to characterise ways
of doing data analysis, that (along with undirected/directed, exploratory/confirmatory) I
think of as just different ways of indulging in curiosity about what data might tell you.
Proponents of a particular point of view tend to privilege their ‘special congruent reality’
to the detriment of views that they think oppose their own15 . I’m thinking of disciplines
such as geography and archaeology that have been invaded by quantitative thinking, but
cinemetric discourse has not been immune from this kind of thing. There are differences;
the sometimes vituperative reaction against ‘quantitative thinking’ (labelled as ‘positivist’
in a manner intended to be insulting) in some disciplines may have been replaced more by
incomprehension or indifference in film studies.
This brings me, in a roundabout way, to what I take as Yuri Tsivian’s challenge to
explain why analyses of quantified data on film(s) that ignore internal temporal stucture
should be of interest. Is analysis that disregards information about internal structure of
much interest? I particularly have in mind opposing views that have been expressed about
the lognormality or otherwise of SL distributions, that ignores temporal structuring of
SLs in a film. The following brief comments outline my current views on this, space not
15

‘Special congruent reality’ is from Hogfather (2006) and the eponymous novel by Terry Pratchett,
who should be be required reading for those who both believe that ideas should be taken seriously and
can be taken too seriously. The words are uttered by DEATH, masquerading as the temporarily missing
Hogfather (Father Christmas in our world) in an effort to maintain belief in his ‘reality’.
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permitting the detailed arguments and analysis that have led to them.
Salt (1974) observed that a lot of SL distributions for films (that ignore internal temporal structure) exhibit what I shall call distributional regularity. The observation is, I believe,
important. Salt (2006) has argued that this regularity takes the form of approximate lognormality, a view disputed by Redfern (2012b) who does not, however, offer an alternative
model for distributional regularity. Redfern’s analysis tests hypotheses about exact lognormality whereas Salt and others discuss the issue in terms of approximate normality,
without this term being precisely defined. I think, with care, that a case for approximate
lognormality can be made, but that it is more fruitful to characterise regularity in ways a
bit more complex that the lognormal16 .
It is tempting to suggest ‘causal’ explanations for any pattern claimed to exist, but
this, including the possible explanation for lognormality advanced in Salt (2006), may be
expecting too much. Most simply you can’t infer cause from form; more than one causal
mechanism might be proposed to ‘explain’ a particular pattern, and you need evidence
different from the pattern itself to identify the more plausible mechanisms. Films can
have the same (external) SL structure and markedly different internal structures that,
hypothetically, might be different manifestions of ‘intention’ or cause.
More formally, the ‘causal’ mechanism suggested by Salt to argue that lognormality
may occur is that it is the product of small and independent random effects, muliplicatively combined. It is analogous to the argument often deployed to justify the assumption
that ‘errors’ in scientic observation have a normal distribution, arising from an additive
combination of a large number of small and independent random effects. The arguments
are often reasonable, but typically apply to the error terms in models with a systematic
component. The systematic component has to be removed to get the random (log)normal
variation.
What this means, I think, is that Salt’s suggested explanation only works if the systematic component of the underlying model is a constant. That is, there has to be ‘constancy’,
or little or no variation, in what I have termed ‘regional’ ASLs across a film. The empirical
statistical evidence reported earlier, and most of what I’ve read about the way films are
stuctured (in theory or practice), suggests that this constancy neither applies nor is to be
expected for most films.
This is not the same as saying that SL distributions don’t exhibit distributional regularity, however you care to interpret it. What it does mean is that any explanation of
regularity offered, whether statistical or causal, has to factor in the nature of internal temporal variation in films, both systematic and random. This is hardly an easy task, but I
don’t think can be tackled without looking at the lines, however you choose to construct
them.
16

This is the bit I don’t have space for; I’ve explored this in detail in a paper currently in preparation.
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Appendix - Polynomial smoothing
A polynomial model, of order p for a variable x can be written as
f (x) = β0 + β1 x + β2 x2 + . . . + βp xp
special cases are zero- first- and second-order polynomials, involving a constant, linear or
quadratic model, defined by β0 , β0 + β1 x and β0 + β1 x + β2 x2 respectively.
This is a mathematical model; real data don’t fit this exactly, so a statistical model of
the form
y = f (x) + ǫ
is defined, where y is the observed data and ǫ is an error, or random, term. Once random
variation is omitted the parameters βi aren’t known exactly and have to be estimated.
There are many ways this can be done. If it is assumed that the errors are normally
distributed what I’ve termed the ‘standard’ procedure results. The results from this can
be sensitive to extremes in the data (outliers), and robust methods that avoid the normality
assumption and downweight extremes are available.
The estimation procedure, polynomial regression, is an example of a parametric statistical procedure, where the structure of the systematic component of the model is precisely
specified in a mathematical form involving a finite number of parameters. Loess smoothing
is a non-parametric method where the precise form of the fitted curve is not specified in
advance, but determined by the data itself.
The distinction is complicated by the fact that the localised fitting used to estimate
points ‘representative’ of a neigbourhood in loess smoothing, is based on parametric polynomial models up to order 2. The ‘standard’ method used is actually weighted least
squares, giving more weight to points closer to the centre of a region; the robust procedure
additionally involves a complex iterative process. The user need not be troubled with the
detail – it is simpler to explore the options using a variety of data sets to get a feel for what
happens. Additional examples, with computational detail and references to the primary
literature are available in Section 7.5 of Baxter (2012a).
Parameter estimates are typically disinguished from their (unknown) model counterparts by the use of ‘hat’ notation; thus β̂0 is an estimate of the constant term in the
polynomial model. As noted in the text if a zero-order polynomial is fitted to the full set
of SLs for a film, this is equivalent to finding the ASL. Fitting low-order polynomials to
smoothed SL data to identify broad trends, from linear to quartic, is illustrated in the text.

References
Adams, B., Venkatesh, S., Bui, H.H. and Dorai, C. 2005: A probabilistic framework for
extracting narrative act boundaries and semantics in motion pictures. Multimedia Tools
and Applications 27, 195-213.
Baxter, M. 2012a: Cinemetrics Data Analysis. http://www.mikemetrics.com/
19

Baxter, M. 2012b: Film statistics: further observations.
http://www.cinemetrics.lv/dev/on statistics.php
Cutting J.E., DeLong J.E. and Nothelfer C.E. 2010: Attention and the evolution of Hollywood film. Psychological Science 21, 440-447.
Cutting J.E., Brunik K.L. and DeLong J.E. 2011: How act structure sculpts shot lengths
and shot transitions in Hollywood film. Projections 5,1-16.
Cutting J.E., Brunik K.L. and DeLong J.E. 2012: On shot lengths and film acts: A revised
view. P rojections 6, 142-145.
Redfern, N. 2011: Time series analysis of BBC news bulletins.
http://nickredfern.files.wordpress.com/2011/11/nick-redfern-time-series-analysis-of-bbc-newsbulletins.pdf
Redfern, N. 2012a: Exploratory data analysis and film form: the editing structure of slasher
films.
http://nickredfern.files.wordpress.com/2012/05/nick-redfern-the-editing-structure-of-slasherfilms.pdf
Redfern, N. 2012b: The lognormal distribution is not an appropriate parametric model
for shot length distributions of Hollywood films. Literary and Linguistic Computing,
doi:10.1093/llc/fqs066
Redfern, N. 2012c: Robust estimation of the modified autoregressive index for high grossing films at the US box office, 1935 to 2005.
http://nickredfern.files.wordpress.com/2012/11/nick-redfern-the-mar-index-for-hollywoodfilms1.pdf
Salt, B. 1974: Statistical style analysis of motion pictures. Film Quarterly 28, 13-22.
Salt, B. 2006: Moving Into Pictures. London: Starword.
Salt, B. 2009: Film Style & Technology: History & Analysis (3rd edition). London: Starword.
Salt, B. 2010a: Speeding up and slowing down.
http://www.cinemetrics.lv/salt speeding up down.php
Salt, B. 2010b: Some more thoughts on the Cutting article.
http://www.cinemetrics.lv/salt on cutting on salt.php
Smith, T.J., Levin, D. and Cutting, J.E. 2012: A window on reality: perceiving edited
reality. Current Directions in Psychological Science 21, 107-113.
Thompson, K. 1999: Storytelling in the New Hollywood. Cambridge, MA: Harvard University Press.
Tsivian, Y. 2005: Editing in Intolerance. In The Griffith Project, Volume 9 (1916-18), ed.
P. Cherchi Usai, London: BFI Publishing, 52-57.

20

